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Abstract

Synthetic data presents a promising approach for advancing Natural Language Pro-

cessing (NLP) in domains where real-world communications are inaccessible due to

privacy and commercial sensitivity. Maritime chartering exempli�es this challenge,

characterized by specialized terminology, con�dential email negotiations, and high-

value transactions. This thesis presents a comprehensive pipeline that addresses

data constraints through the generation of synthetic data and subsequent infor-

mation extraction for maritime entities, including vessels, ports, commodities, and

Incoterms. We assess di�erent generation methods across �ve large language models

(LLMs) (Claude, GPT4, Gemini, DeepSeek, and Mistral), �nding that the two-stage

Base-Re�ne (BARE) method is most e�ective, producing emails that achieve 85%

of human vocabulary diversity and match human trigram diversity. However, this

success comes with notable limitations. Current LLMs exhibit a positivity bias, sys-

tematically under-representing negative sentiment in generated content. This bias

intensi�es during BARE’s re�nement step, which actively suppresses con
ict, skew-

ing communications towards a tone that diverges from the more balanced sentiment

found in real business emails. Furthermore, authorship detection experiments us-

ing DetectGPT revealed an inversion of the standard hypothesis, suggesting that

detection models may be confounded by maritime vocabulary and data leakage.

These synthetic datasets reveal a fundamental trade-o�: higher-quality synthetic

data, measured by linguistic diversity, creates a more challenging extraction task.

We demonstrate this by comparing span-based (GLiNER) and generative (Qwen)

models on over 19,000 synthetic email chains. While both architectures bene�t from

�netuning, GLiNER proves more robust, progressing from a zero-shot F1 score of

0.66 to a peak of 0.86 through contrastive �netuning with hard negative sampling.

In contrast, the generative model achieves similar zero-shot performance (0.66) but

shows greater sensitivity to entity co-occurrence patterns, resulting in higher vari-

ability after �netuning. Finally, our experiments challenge existing literature on the

superiority of code-based models for information extraction. We demonstrate that

small-scale, code-specialized LLMs (fewer than 3B parameters) fail at this task, indi-

cating a capability threshold below which de�cits in natural language understanding

outweigh their structured reasoning capabilities. Ultimately, we demonstrate that

realism in synthetic data is no free lunch, as it carries embedded bias and increased

task complexity that require careful navigation.

Our code is accessible at github.com/random9nessss/master thesis ifi

https://github.com/random9nessss/master_thesis_ifi


Zusammenfassung

Synthetische Daten stellen einen vielversprechenden Ansatz dar, um die Verarbei-

tung nat�urlicher Sprache (Natural Language Processing, NLP) in Bereichen voran-

zutreiben, in denen die reale Kommunikation aufgrund von Datenschutz und kom-

merzieller Sensibilit�at unzug�anglich ist. Das Chartern von Schi�en ist ein Beispiel

f�ur diese Herausforderung, die durch spezielle Terminologie, vertrauliche E-Mail-

Verhandlungen und hochwertige Transaktionen gekennzeichnet ist. In dieser Arbeit

wird eine umfassende Pipeline vorgestellt, die Datenbeschr�ankungen durch die Ge-

nerierung synthetischer Daten und die anschliessende Informationsextraktion f�ur

maritime Einheiten, einschliesslich Schi�en, H�afen, Waren und Incoterms, angeht.

Wir bewerten verschiedene Generierungsmethoden mit f�unf grossen Sprachmodellen

(Claude, GPT4, Gemini, DeepSeek und Mistral) und stellen fest, dass die zweistu�-

ge Base-Re�ne-Methode (BARE) am e�ektivsten ist und E-Mails erzeugt, die 85%

der menschlichen Wortschatzvielfalt erreichen und der menschlichen Trigrammviel-

falt entsprechen. Dieser Erfolg ist jedoch mit signi�kanten Einschr�ankungen ver-

bunden. Aktuelle Sprachmodelle weisen einen Positivit�ats-Bias auf, d. h. negative

Stimmungen werden in den generierten Inhalten systematisch unterrepr�asentiert.

Diese Verzerrung verst�arkt sich w�ahrend des Verfeinerungsschritts von BARE, der

Kon
ikte aktiv unterdr�uckt und die Kommunikation in eine Richtung lenkt, die von

der ausgewogenen Stimmung in echten Gesch�afts-E-Mails abweicht. Dar�uber hinaus

ergaben Experimente zur Erkennung der Urheberschaft mit DetectGPT eine Um-

kehrung der Standardhypothese, was darauf hindeutet, dass die Erkennungsmodelle

durch maritimes Vokabular und Datenkontamination verwirrt werden k�onnen.

Unsere synthetischen Datens�atze o�enbaren einen grundlegenden Kompromiss: Qua-

litativ hochwertigere synthetische Daten, gemessen an der linguistischen Vielfalt,

stellen eine gr�ossere Herausforderung f�ur die Extraktion dar. Wir demonstrieren

dies durch den Vergleich von spannenbasierten (GLiNER) und generativen (Qwen)

Modellen anhand von �uber 19.000 synthetischen E-Mail-Ketten. W�ahrend beide Ar-

chitekturen von der Feinabstimmung pro�tieren, erweist sich GLiNER als robuster,

da es sich durch kontrastives Finetuning mit hartem negativem Sampling von einem

F1-Score von 0,66 auf einen Spitzenwert von 0,86 steigern konnte. Im Gegensatz

dazu erreicht das generative Modell eine �ahnliche Zero-Shot-Performance (0,66),

zeigt aber eine gr�ossere Emp�ndlichkeit gegen�uber Entity-Co-Occurrence-Mustern,

was zu einer h�oheren Variabilit�at nach dem Finetuning f�uhrt. Schliesslich stellen

unsere Experimente die bestehende Literatur �uber die �Uberlegenheit codebasierter

Modelle bei der Informationsextraktion in Frage. Wir zeigen, dass kleine, auf Co-

des spezialisierte LLMs (weniger als 3B-Parameter) bei dieser Aufgabe scheitern,

was auf eine F�ahigkeitsschwelle hindeutet, unterhalb derer De�zite im Verst�andnis
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nat�urlicher Sprache ihre F�ahigkeiten zum strukturierten Schlussfolgern �uberwiegen.

Letztendlich zeigen wir, dass Realismus in synthetischen Daten nicht umsonst zu

haben ist, da er mit Verzerrungen und erh�ohter Aufgabenkomplexit�at einhergeht,

die eine sorgf�altige Navigation erfordern.

Der Code wird unter github.com/random9nessss/master thesis ifi ver�o�entlicht.

iv
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Maritime Glossary

Note: The de�nitions in this glossary have been adapted from Wikipedia and other

maritime reference sources.

Incoterms (International Commercial Terms)

Incoterms Incoterms constitute a set of international commercial terms published

by the International Chamber of Commerce. They de�ne the responsibilities

and risks of sellers and buyers for the delivery of goods. The latest version,

Incoterms 2020, includes 11 terms.

CFR (Cost and Freight) Under CFR, the seller arranges and pays for the trans-

portation of the goods to the port of destination. However, the seller's risk

ends once the goods are loaded on board the vessel. The buyer assumes re-

sponsibility for loss or damage once the cargo has been loaded onto the ship.

CIF (Cost, Insurance and Freight) Similar to CFR, except that under CIF terms,

the seller also arranges for maritime insurance. The seller's responsibility

extends until the goods are safely onboard, while any damage or loss after

that point falls to the buyer (although insurance coverage continues through

transport).

DAP (Delivered at Place) The seller is responsible for delivering the goods to a

speci�ed location in the destination country, bearing all costs and risks of

transportation (excluding import duties and local taxes). Once the goods are

at the named place, the buyer assumes any further costs and risks.

DDP (Delivered Duty Paid) Under DDP, the seller assumes the maximum obliga-

tion, covering all costs and risks of delivering the goods to the buyer's speci�ed

destination, including customs duties and import taxes. The buyer's responsi-

bility e�ectively begins once the items have been delivered and made available

for unloading.

FOB (Free on Board) With FOB, the seller takes on the cost and risk of delivering

goods aboard the vessel at the port of shipment. Once the goods are "on
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board," the risk shifts to the buyer. All subsequent transportation and insur-

ance costs typically fall to the buyer, although variations may exist in speci�c

contracts.

Vessel Speci�cations and Types

DWT (Deadweight Tonnage) The maximum weight a vessel can safely carry, in-

cluding cargo, fuel, crew, and passengers. It represents the di�erence between

the vessel's displacement when fully loaded and when empty, serving as a key

indicator of a ship's cargo-carrying capacity.

LOA (Length Overall) The maximum length of a vessel. This measurement is cru-

cial for determining berth requirements and canal transit fees.

M/V (Motor Vessel) A designation pre�x indicating that a ship is powered by diesel

or combustion engines, as opposed to steam turbines (SS) or other propulsion

methods, and commonly used in vessel names, e.g.,MV Ocean Star.

M/T (Motor Tanker) A vessel designed explicitly for transporting liquid cargo, pow-

ered by motor engines. These ships feature specialized tank arrangements and

pumping systems for loading and discharging liquid commodities.

Bulk Carrier A merchant vessel designed to transport unpackaged cargo such as

grains, coal, ore, and cement. These vessels feature large cargo holds with

wide hatch openings, facilitating loading and unloading operations.

Tanker A vessel designed for the transport of liquids or lique�ed gases. Types in-

clude crude oil tankers, chemical tankers, and gas carriers for lique�ed natural

gas (LNG) or lique�ed petroleum gas (LPG).

Cargo and Commodities

LNG (Lique�ed Natural Gas) Natural gas is cooled to approximately -162°C to con-

vert it into a liquid form, making it easier to store and transport. LNG carriers

require specialized cryogenic tanks and handling systems.

LPG (Lique�ed Petroleum Gas) A mixture of propane and butane gases lique�ed

under pressure for transportation. LPG carriers feature pressurized or re-

frigerated tanks designed to maintain the cargo in a liquid state during the

voyage.
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MT (Metric Ton) A unit of mass equal to 1,000 kilograms. The standard unit for

measuring cargo weight in maritime shipping is used in freight calculations

and vessel capacity speci�cations.

Commodity Any raw material or primary agricultural product that can be bought

and sold in bulk. In a maritime context, common commodities include crude

oil, grains, coal, iron ore, and various chemicals, which are transported by

specialized vessels.

Charter Party and Commercial Terms

CP (Charter Party) A contract between a shipowner and a charterer for the hire of

a vessel or space aboard a vessel. Types include voyage charter (for a speci�c

journey), time charter (for a speci�c period), and bareboat charter (vessel lease

without crew).

SHINC (Sundays and Holidays Included) A charter party clause indicating that

Sundays and holidays count as laytime for loading or discharging operations.

Freight Rate The price charged for transporting cargo is typically expressed per

metric ton or as a lump sum. Rates vary based on cargo type, voyage distance,

vessel size, market conditions, and speci�c terms negotiated in the charter

party.

Demurrage Compensation paid by the charterer to the shipowner when the vessel is

detained beyond the agreed laytime for loading or discharging and calculated

as a daily rate speci�ed in the charter party.

Despatch A rebate paid by the shipowner to the charterer when cargo operations

are completed before the expiry of the agreed laytime. Typically calculated at

half the demurrage rate, this encourages e�cient cargo handling and rewards

charterers for a quick turnaround.

Laytime The amount of time agreed between the shipowner and the charterer for

loading and/or discharging cargo. Exceeding laytime results in demurrage

charges, while completing operations early may earn despatch.

Organizations and Standards

IMO (International Maritime Organization) A specialized agency of the United Na-

tions responsible for regulating shipping. The IMO develops and maintains
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a comprehensive regulatory framework for shipping, covering safety, environ-

mental concerns, legal matters, and maritime security.

GAFTA (Grain and Feed Trade Association) An international trade association that

provides standard contract forms for the grain and feed industries. GAFTA

contracts are widely used in the maritime shipping of agricultural commodi-

ties, including grains and soybeans.
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1. Introduction

While algorithms and models capture headlines, the unseen engine of modern com-

merce remains the humble email. It is the primary vehicle for negotiation, contract-

ing, and logistics, yet its contents remain a black box for data-driven analysis due

to privacy and commercial sensitivity. This thesis aims to illuminate that black box

by creating an end-to-end pipeline: synthetic data generation methods that produce

authentic maritime email correspondence, coupled with text mining techniques that

can extract critical business information.

1.1. Motivation

While Large Language Models (LLMs) have demonstrated remarkable capabilities

across various sectors, their application within �nance remains comparatively under-

explored (Lee et al., 2025). Recent proprietary developments, such as BloombergGPT

(Wu et al., 2023), highlight the recognition of LLMs' potential value in �nan-

cial applications. However, access to these models is often prohibitively expensive

(Liu et al., 2023), limiting their utility to well-resourced organizations. Although

emerging open-source initiatives aim to democratize access to �nance-oriented LLMs

(Yang et al., 2023a,b; Liu et al., 2021a), the lack of high-quality textual data re-

mains a signi�cant challenge. Data accessibility throughout �nance is limited due to

its sensitive nature, with con�dentiality and regulatory constraints often restricting

access even for internal stakeholders (Assefa et al., 2020). This lack of data poses a

challenge not only for model development but also makes it di�cult to assess model

performance in real-world settings (Du et al., 2025).

Data scarcity is especially pronounced for email data, which is essential to corpo-

rate communication and negotiations. Recent estimates gathered byStatista indi-

cate that over 300 billion emails are exchanged worldwide each day,1, but public

access to these data is severely limited due to privacy considerations and commer-

cial interest. While datasets such as the ENRON corpus (Klimt and Yang, 2004)

1 https://www.statista.com/statistics/456500/daily-number-of-e-mails-worldwide/
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exist, they are increasingly outdated and may not capture the complexity of con-

temporary business communication. As a result, companies would need to manually

extract information from their internal communications to build datasets for train-

ing. However, manually parsing email data is time-consuming, error-prone, and

diverts valuable employee resources from more productive tasks. Advanced text

mining methodologies and LLMs can o�er a promising, autonomous, and scalable

alternative.

1.1.1. Maritime Chartering as a Case Study

Among the various �nancial subdomains a�ected by data limitations, maritime char-

tering presents a particularly compelling case for investigation due to its heavy re-

liance on email correspondence for freight negotiations, port clearances, and contrac-

tual arrangements. This domain features distinct linguistic characteristics, includ-

ing specialized jargon, technical abbreviations, port codes, and vessel speci�cations,

which pose challenges to generic language processing approaches. At the same time,

the signi�cance of the sector cannot be overstated. According to the United Na-

tions Conference on Trade and Development, global maritime trade reached 12.3

billion tons in 2023, growing at an annual rate of 2.4%, and is projected to maintain

this growth rate through 2029 (United Nations Conference on Trade and Develop-

ment, 2024). The number of vessels at sea at any moment underscores the scale

of global shipping, as shown in Figure 1.1 with real-time data from VesselFinder

(VesselFinder, 2025).

The maritime sector accounts for approximately 80% of global trade by volume,

with shipping contributing 3% of global greenhouse gas emissions. The �nancial

implications of chartering decisions have been ampli�ed by recent volatility in freight

rates, which surged dramatically in 2024 due to rerouting, port congestion, and

rising operational costs (United Nations Conference on Trade and Development,

2024). Despite its central economic role, there exists no publicly available dataset

of contractual communications in shipping, a gap re
ecting both the commercially

sensitive nature of these exchanges and the need for domain-speci�c resources.

Generic language models may struggle with specialized terminology and contextual

nuances of maritime chartering, making it an ideal test case for exploring synthetic

data generation and text mining approaches. The development of synthetic yet

realistic email datasets can address critical knowledge gaps with signi�cant economic

implications. This application is especially relevant as the industry navigates what

has been characterized as an "exceptionally daunting operating landscape" shaped
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Figure 1.1.: Overview of vessels in transit as of March 10, 2025.

by geopolitical tensions and climate-related disruptions (Potluru et al., 2023).

1.2. Research Questions

The absence of publicly available email corpora for maritime chartering presents both

a challenge and an opportunity. In this thesis, we investigate whether synthetic data

generation can address this gap while maintaining su�cient quality for downstream

text mining applications. Our research is guided by two interconnected themes that

lead to the following two research questions:

How can we generate high-quality synthetic maritime emails that capture the

linguistic characteristics of authentic business correspondence? This research

question addresses the methodologies for generating high-quality synthetic maritime

emails that emulate the linguistic characteristics of genuine business correspondence.

We �rst investigate the in
uence of di�erent prompting strategies and generation

methods on the diversity, sentiment, verbosity, and authenticity of their output.

Subsequently, a comparative analysis of prominent LLMs (Mistral (Jiang et al.,

2024), Deepseek (Liu et al., 2024), Claude (Anthropic, 2024), GPT4 (Achiam et al.,

2023), and Gemini (Team et al., 2023)) determines their e�ectiveness in producing

realistic maritime correspondence. Finally, we assess whether multi-stage generation

frameworks, speci�cally base-re�ne (BARE) introduced by Zhu et al. (2025), o�er

3
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an improvement in linguistic characteristics compared to conventional single-stage

generation methods.

How does the quality and diversity of synthetic training data impact the perfor-

mance of information extraction systems? Once the emails have been generated,

we investigate the relationship between the characteristics of synthetic data and the

e�ectiveness of downstream information extraction. First, we compare di�erent

extraction methodologies to evaluate their relative strengths and limitations when

trained on a synthetic corpus. A central component of this thesis is to determine

whether higher textual diversity in the synthetic emails leads to increased complex-

ity for the extraction task. Lastly, we investigate the e�cacy of various pretraining

strategies (contrastive learning, domain adaptation) and �netuning strategies in en-

hancing model performance on both entity extraction accuracy and disambiguating

semantically similar entities.

These research questions are designed not only to address the immediate challenge

of data scarcity in shipping but also to provide insights into the broader viability

of synthetic data for specialized domain applications. By systematically evaluat-

ing both generation quality and extraction performance, we aim to establish best

practices for synthetic data creation in domains where real data is scarce.

1.3. Thesis Structure

The following section provides a brief overview of the subsequent chapters and their

content.

Chapter 2: Background and Related Work This chapter establishes the theoret-

ical foundation for understanding both the maritime chartering domain and the

computational approaches employed in this thesis. It starts with an introduction

to maritime chartering processes, providing context for readers unfamiliar with the

shipping industry. The chapter then examines state-of-the-art techniques in syn-

thetic data generation, including attribute prompting and base-re�ne methodolo-

gies, before exploring text mining with particular emphasis on NER and generative

information extraction. Finally, we survey existing literature at the intersection of

arti�cial intelligence and maritime operations.
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Chapter 3: Datasets At the core of this work are 19,817 synthetically generated

email chains representing maritime chartering negotiations, created using multiple

prompting strategies and language models. Authentic email sources from the Enron

corpus complement these arti�cial communications. The chapter also details supple-

mentary datasets that enhance the realism of generation, including port locations,

vessel speci�cations, and personal names, alongside specialized maritime resources

such as news articles and Wikipedia content.

Chapter 4: Methodology This chapter details the technical approaches developed

for generating and analyzing synthetic maritime chartering emails. It begins by de-

scribing the distinct generation strategies designed to produce realistic email chains

with varying degrees of control and diversity. The chapter then outlines the eval-

uation framework, encompassing metrics for textual diversity, sentiment analysis,

verbosity measurement, and authorship detection. Finally, it presents text mining

methodologies, including contrastive �netuning approaches for entity disambigua-

tion and various pretraining strategies.

Chapter 5: Results and Discussion Within this chapter, we evaluate synthetic

data generation methods and text mining approaches across two main sections. We

�rst examine the quality of generated emails through diversity metrics, sentiment

analysis, and authorship detection. The second part analyzes maritime entity extrac-

tion using both GLiNER's span-based approach and generative methods, demon-

strating the critical importance of domain-speci�c �netuning and the relationship

between textual diversity and extraction di�culty.

Chapter 6: Limitations and Future Work Methodological constraints and future

research opportunities are examined across three key dimensions. The limitations

section addresses data generation constraints, including hardware restrictions and

reliance on the (out)dated Enron corpus as a human baseline, experimental design

limitations coming from computational constraints on hyperparameter optimization,

and potential label biases. Finally, future research directions are suggested.

Chapter 7: Conclusion This concluding chapter synthesizes the key �ndings from

both synthetic data generation and text mining experiments, demonstrating how

di�erent generation methods a�ect textual diversity and extraction performance in

maritime communications. The chapter reviews the core contributions in line with

the original research questions and discusses broader implications.
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2. Background and Related Work

2.1. Background

To provide the necessary context for this thesis, this chapter o�ers a high-level

introduction to maritime chartering, followed by an examination of the theoretical

concepts that underpin the two primary components: data generation methodologies

and text mining models.

2.1.1. A Primer in Maritime Chartering

Maritime chartering represents the commercial process where shipowners lease their

vessels to charterers for the transportation of goods. The chartering market operates

as a marketplace connecting three primary stakeholders: shipowners, charterers,

and shipbrokers. Shipowners control vessel assets and seek to maximize revenue

through optimal vessel employment. Charterers represent cargo owners, trading

companies, or logistics providers requiring transportation capacity for their goods.

Shipbrokers act as intermediaries, connecting owners and charterers while providing

market intelligence and negotiation services in exchange for commission.

2.1.1.1. The Chartering Process Work�ow

The chartering process begins when cargo owners identify transportation require-

ments. They typically engage shipbrokers with speci�cations that include cargo

type, quantity, loading and discharge ports, and timing constraints. Brokers circu-

late these requirements to vessel owners, who respond with availability windows and

indicative freight o�ers that brokers relay back to charterers. The negotiation phase

proceeds through iterative o�er-countero�er cycles conducted via email, addressing

freight rates, laytime (the allowed loading and discharge duration), demurrage, and

despatch (monetary penalties or bonuses for time overruns or savings), as well as

contract-speci�c clauses. These negotiations can span days or even weeks, gener-
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ating multiple email threads. A �xture occurs once both parties agree to binding

terms, typically recapped by email, creating a legal obligation between the charterer

and the shipowner. However, several inquiries fail to reach �xture as charterers may

submit speculative inquiries to gauge market conditions, vessel availability may not

align with cargo timing, vessel dimensions might be unsuitable for entering ports,

or negotiations stall over commercial terms.

Cargo Owner
Requirement

Engage
Shipbroker

Broker Circulates
to Owners

Owners Respond
with O�ers

Broker Relays
O�ers to

Cargo Owner

Terms
OK?

Laytime
Aligns?

Negotiation
Begins

Charterer
Counter

Broker
Relays

Owner
Responds

Fail:
Terms

Fail:
No Availability

Fixture
Concluded

Yes

Yes

No No

No

Figure 2.1.: Maritime Chartering Process Flow

2.1.2. Synthetic Data

The advancement of LLMs has increased interest in synthetic data generation as a

means of mitigating data scarcity, preserving privacy, and reducing the costs of hu-

man annotation (Lu et al., 2023; Li et al., 2024a, 2023c). Synthetic generation also

o�ers unprecedented scalability, enabling researchers and practitioners to generate

datasets on demand without any data collection. Such scalability proves valuable

when developing models that require exposure to edge cases that might be underrep-

resented in datasets, a technique known as data augmentation. However, training

AI models exclusively on synthetic data carries risks, with model collapse repre-

senting a particularly signi�cant concern. Model collapse refers to the progressive

degradation of a model's performance resulting from training on arti�cially gener-
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ated data (Shumailov et al., 2024). The collapse arises from the compounding of

errors, which cause each successive model generation to learn from an increasingly

simpli�ed and less diverse dataset, eventually losing information about rare events.

Furthermore, recent studies indicate that this collapse extends beyond diminished

performance, as it also results in reduced diversity in the model's generated outputs

(Guo et al., 2023). Crucially, to be considered reliable, arti�cially generated data

must demonstrate faithfulness, characterized by logical and grammatical coherence,

while simultaneously being diverse (Long et al., 2024).

2.1.2.1. Attribute prompting (AttrPrompting)

AttrPrompting is a synthetic data generation technique that instructs a language

model to produce text with speci�ed characteristics (Yu et al., 2024). These at-

tributes can include aspects such as sentiment, style, topic, or structure, which guide

the language model during text generation. Unlike purely unconstrained generation,

AttrPrompting narrows the model's output space, thereby enabling the production

of text that meets speci�c domain requirements. A key advantage of AttrPrompting

lies in its 
exibility. By tailoring prompts to particular keywords or contextual cues,

researchers can generate text that accurately re
ects the distribution of language

features relevant for a given task. For instance, in the case of synthetic email gen-

eration, prompts can specify formal language, specialized jargon, or conversational

patterns typical of corporate communication. This targeted control can help over-

come data scarcity or privacy restrictions by producing training corpora that closely

mimic real-world distributions without exposing sensitive content.

Another noteworthy �nding from Yu et al. (2024) is that AttrPrompting is more

cost-e�ective than simpler prompting strategies. Because the prompts are more

speci�c, models require fewer attempts to produce texts that meet the desired spec-

i�cations. In zero-shot settings, where no labeled data exists to guide prompt design

via examples, AttrPrompting can still operate robustly if the attribute values are

carefully selected or veri�ed to avoid ambiguity. Yu et al. (2024) also show that tar-

geted prompts can achieve comparable performance to larger, unstructured prompt

sets at only a fraction of the computational costs. Hence, the method o�ers a two-

fold advantage: higher quality and diversity of generated text, as well as reduced

overall generation cost compared to naive approaches.

Despite its bene�ts, AttrPrompting introduces several challenges that require care-

ful consideration. Overly restrictive prompts may constrain textual diversity, pro-
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ducing datasets that fail to capture the variability present in real-world corpora.

Conversely, insu�ciently detailed prompts might generate too varied content, mak-

ing domain alignment during �netuning more di�cult. The complexity of attribute

selection ampli�es this tension between speci�city and diversity. Determining which

attributes to specify and how to express them often requires substantial domain ex-

pertise. Moreover, when generating longer documents, such as emails, models may

struggle to maintain consistent attribute expression throughout the entire text, re-

sulting in coherence issues or attribute drift as the generation progresses. To ensure

su�cient data quality, human-in-the-loop veri�cation may be required, although this

reintroduces manual overhead.

2.1.2.2. Base-Re�ne (BARE)

While AttrPrompting focuses on controlling speci�c text attributes, the BARE ap-

proach introduced by Zhu et al. (2025) takes a two-step strategy to balance diversity

and quality in synthetic data generation. In the �rst step, a base model (often a

general-purpose language model) produces content that is intentionally broad and

varied, thereby maximizing diversity at the cost of lower quality. In the second step,

an instruction-tuned model receives the output from the base model and re�nes it

for clarity, consistency, and 
uency without altering the overall content. According

to the authors Zhu et al. (2025), this division of labor leverages the complemen-

tary strengths of both models. The base model excels at generating wide-ranging

text, while the instruction-tuned model applies more stringent controls to ensure

coherence and consistency. As a result, the �nal generation combines the bene�ts of

both phases, featuring higher diversity than a purely instruction-tuned output and

greater consistency than unre�ned base-model generations.

BARE can be especially valuable in scenarios where domain speci�city is paramount,

but data availability is limited (Zhu et al., 2025). For example, in synthetic email

generation, the base model can �rst introduce multiple stylistic variations or domain-

speci�c entities. In contrast, the re�ned model imposes more rigorous constraints

to maintain a coherent email-like structure. This two-step method can thereby

produce a more representative and higher-quality corpus, mitigating some of the

common drawbacks encountered in single-step synthetic data generation, such as

repetitiveness, inconsistencies, or arti�cial phrasing. Zhu et al. (2025) demonstrate

that even employing the relatively modest Llama-3.1-8B model (Gratta�ori et al.,

2024) as a base generator, followed by re�nement using GPT4 (Achiam et al., 2023),

can produce superior �netuning data compared to dynamic few-shot prompting.
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Nonetheless, the BARE generation framework has its downsides. Firstly, it can

lead to increased computational overhead and costs, especially in scenarios where

both base and instruction-tuned models must be operated locally or sequentially.

The empirical evidence presented by Zhu et al. (2025) suggests a positive correla-

tion between model size and improvement in data quality, indicating that optimal

results may require substantial computational resources. Furthermore, the e�cacy

of BARE demonstrates variability depending on the speci�c base-generator and re-

�ner model combinations (Zhu et al., 2025), suggesting that researchers may need

preliminary test runs to identify optimal con�gurations.

2.1.3. Text Mining

Text Mining is the process of uncovering insights from unstructured text (Hotho

et al., 2005). A sub�eld relevant to this thesis is Information Extraction (IE), which

aims to retrieve structured information from text (Allahyari et al., 2017).

2.1.3.1. Named Entity Recognition (NER)

Among IE, NER serves as a foundational component, as accurately identifying en-

tities is a prerequisite for more complex extraction tasks. NER involves identifying

and classifying entities into prede�ned categories such as persons, organizations,

and locations (Nadeau and Sekine, 2007). Early NER systems relied on rule-based

approaches, gazetteers, or handcrafted features (Mikheev et al., 1999), which were

labor-intensive and did not account for semantic variations. The �eld subsequently

evolved toward statistical machine learning methods such as Conditional Random

Fields (CRFs) (La�erty et al., 2001), which improved generalizability but still re-

quired extensive feature engineering.

The advent of deep learning has pushed the state-of-the-art performance of NER

models by capturing contextual information more e�ectively (Li et al., 2020). Par-

ticularly transformer-based models like BERT (Devlin et al., 2019), have achieved

breakthroughs by leveraging bidirectional context and attention mechanisms that

dynamically weight the importance of surrounding words. Unlike previous ap-

proaches that processed text sequentially, transformers process entire sequences si-

multaneously, allowing the model to consider both left and right context when iden-

tifying entities. This contextual awareness enables models to disambiguate entities

based on their context, for instance, distinguishing betweenApple as a company ver-

sus a fruit. Finetuning pretrained transformer models on domain-speci�c NER tasks
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has become standard practice, as it leverages the rich semantic knowledge acquired

during pretraining on vast corpora (Li et al., 2020). However, these models typi-

cally require substantial labeled data to achieve optimal performance, which proves

challenging in niche domains like maritime chartering, where annotated corpora are

scarce.

2.1.3.2. Generative Information Extraction

A known limitation of traditional IE methods, such as NER, is their lack of general-

izability. Once �ne-tuned on a particular domain, the model is unlikely to perform

well on domain shifts. Generative Information Extraction represents a paradigm

shift that addresses these limitations by reformulating entity extraction as a text

generation problem rather than a sequence labeling or classi�cation task (Wang

et al., 2023). This approach di�ers inherently from traditional methods in that

it leverages the model's language generation capabilities to interpret and extract

information simultaneously.

A survey by Zhang et al. (2025) reveals an increasing research interest in generative

information extraction over the past few years. The generative approach o�ers sev-

eral advantages for domain-speci�c applications, such as those related to maritime

chartering emails. First, they demonstrate improved zero- and few-shot capabilities,

thereby reducing the dependency on annotated datasets. Moreover, generative IE

methods can capture semantic relationships between entities and perform implicit

entity normalization, addressing the challenge of entity variations common in spe-

cialized domains (Zhang et al., 2025). Another key insight by Zhang et al. (2025)

is the direct correlation between model scaling and extraction performance, with

larger models demonstrating signi�cantly improved adaptability and generalization

capabilities. This so-called scaling law (Kaplan et al., 2020) has led to an emerging

trend of model collaboration, where smaller pretrained language models (PLMs)

work together with larger LLMs to balance computational e�ciency and extraction

quality. These collaborative approaches typically follow two primary patterns. In

the �rst pattern, smaller PLMs perform the core extraction tasks. At the same

time, LLMs serve in auxiliary roles, functioning as data generators or annotators

that transfer knowledge into training datasets, or as discriminators and correctors

that verify and re�ne extraction results from PLMs. For example, Zhang et al.

(2025) highlight how LLMs can e�ectively generate supplementary training data to

address scarcity issues or correct low-con�dence extractions produced by smaller

models. In the second pattern, larger LLMs perform the primary extraction while

smaller PLMs provide task-speci�c knowledge.
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GLiNER A notable generative extraction model is GLiNER (Generalist model for

Named Entity Recognition) (Zaratiana et al., 2023), which addresses the drawbacks

of both traditional NER models and LLM-based approaches. While traditional

NER models are restricted to prede�ned entity types and LLMs require signi�cant

computational resources, GLiNER o�ers a compact yet 
exible alternative. The

architecture of GLiNER enables the parallel processing of entity types, rather than

processing them sequentially, which signi�cantly improves extraction e�ciency. De-

spite being relatively compact (50M-300M parameters), GLiNER demonstrates su-

perior zero-shot performance across diverse domains and languages, outperforming

much larger �netuned models (Zaratiana et al., 2023).

Figure 2.2.: The model processes a uni�ed input sequence containing entity type
prompts and an input sentence, encoded by a bidirectional transformer.
It then computes embeddings for entity types and all candidate text
spans through separate feed-forward networks. The core mechanism
involves calculating a similarity score between each entity and span
embedding via a dot product and sigmoid activation, e�ectively treating
NER as a matching problem in a shared latent space. The example
correctly identi�es Alain Farley as a "Person" with a high matching
score (0.9). Architecture from Zaratiana et al. (2023).

At its core, GLiNER consists of three components: a bidirectional transformer en-

coder (such as BERT (Devlin et al., 2019) or DeBERTa (He et al., 2021)), a span

representation module, and an entity representation module (see Figure 2.2). The

key innovation lies in reformulating NER as a matching problem in a shared latent

space. Both the entity types to be extracted and the textual spans are processed

through a uni�ed embedding framework, enabling direct matching between them.

GLiNER �rst constructs an input sequence by combining entity type prompts (e.g.,

person, organization) with the target text. Each entity type is preceded by a spe-

cial [ENT] token, and the entire prompt section is separated from the text using a
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[SEP] token. For example: "[ENT] person [ENT] organization [SEP] John works at

Google." The bidirectional transformer then processes the entire sequence at once,

allowing entity types and text to in
uence each other's representations through self-

attention. For each entity type, GLiNER extracts the vector representation of its

corresponding [ENT] token and passes it through a feedforward neural network to

obtain re�ned entity embeddings. For the text segments, GLiNER considers all pos-

sible spans up to a maximum length (typically 12 tokens (Zaratiana et al., 2023)).

Each potential span is represented by combining the embeddings of its boundary

tokens (start and end positions) through another feedforward network. This creates

span embeddings that capture the semantic content of each text fragment. The �-

nal matching step calculates compatibility scores between each entity type and each

text span by computing the dot product of their respective embeddings, followed by

a sigmoid activation function. This produces a probability score between 0 and 1,

indicating whether a particular span belongs to a speci�c entity type. During infer-

ence, GLiNER selects spans with scores above a threshold (typically 0.5) as entity

mentions, using a greedy selection algorithm to resolve overlapping spans (Zaratiana

et al., 2023).

2.1.3.3. Template Filling

Template �lling represents an alternative approach to IE that leverages the prompt-

ing capabilities of LLMs to extract structured information from unstructured text

(Xu et al., 2024). Unlike traditional extraction methods, which identify and clas-

sify entities in isolation, template �lling frames the extraction task as completing

structured input prompts with relevant information from the source text. In some

sense, template �lling can be seen as the inverse of using AttrPrompting to generate

synthetic data (Yu et al., 2024).

Recent advances have reformulated template �lling as code generation rather than a

natural language task (Li et al., 2023a, 2024b). This shift recognizes that templates

align more closely with programming language constructs than with free-form text

generation. Li et al. (2023a) demonstrated that code generation models could out-

perform text-based LLMs on information extraction tasks, leveraging the fact that

code generation models are trained on vast amounts of structured data, making

them naturally capable of producing outputs that conform to prede�ned schemas.

An interesting approach is GoLLIE (Guideline-following Large Language Model for

IE) (Sainz et al., 2023), which �netunes LLMs to comply with detailed annotation

guidelines represented as Python docstrings and code comments. This methodology

enables models to attend to nuanced entity descriptions and task-speci�c de�ni-
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tions, rather than relying on pre-existing knowledge about entity types. It achieves

promising zero-shot performance on unseen IE tasks.

2.2. Related Work

2.2.1. Synthetic Email Data

Academia o�ers limited in-depth investigations of arti�cially generated text for �-

nance beyond data augmentation (Potluru et al., 2023), and research on email gen-

eration is notably sparse. Most publications around email generation address fraud

detection scenarios, such as crafting adversarial samples to improve spam classi�ers

(Heiding et al., 2024; Karanjai, 2022). Synthesizing spam emails can be viewed as

a form of data augmentation, as spam datasets often exhibit severe class imbalance

towards legitimate messages, necessitating the creation of synthetic spam emails to

balance the training data. Nevertheless, a recent study by Heiding et al. (2024)

indicates that arti�cial spear phishing emails can be as deceptive as those written

by humans, suggesting that content produced by LLMs can closely mirror real-world

communication patterns.

Meanwhile, LLMs are increasingly being employed to assist with email composition,

a trend that has been examined in multiple studies. For instance, Liu et al. (2022)

investigated how humans perceive AI-generated emails. They found that while AI

mediation can make communication more e�cient, recipients may react negatively

if they know the sender used an AI (Liu et al., 2022). Similarly, Li et al. (2025) con-

ducted a systematic comparison of emails generated by LLMs and those written by

humans. They found that AI-generated emails were more verbose, formal, and stylis-

tically consistent while demonstrating lower linguistic diversity and predominantly

neutral-to-positive sentiment. A qualitative evaluation with 41 participants who as-

sessed emails without prior knowledge of authorship revealed that subjects preferred

AI-generated responses but also considered them excessively verbose. Interestingly,

a majority recognized AI authorship, especially that of generations by GPT4, with

participants demonstrating an 82% detection accuracy. This observation contrasts

with prior research on general text domains, where reliable discrimination between

human and AI-generated content has proven challenging (Huang et al., 2025). One of

the key challenges in synthesizing emails is injecting user pro�les into the generation

process, enabling LLMs to mimic individual writing styles and produce personalized

content. This challenge was examined by Kumar et al. (2024) in their LongLaMP

benchmark, which includes customized email completion as a core task. Using a
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retrieval-augmented generation framework, they demonstrated that incorporating

email histories improves personalization but might raise privacy risks as the model

memorizes training data.

2.2.2. Text Mining on Emails

Email text mining constitutes a specialized domain within information extraction,

presenting distinct analytical challenges. When researchers did tackle email mining,

they quickly discovered fundamental di�erences from traditional text processing.

Minkov et al. (2005) examined the extraction of personal names from emails and

found that features successful in news articles proved far less e�ective in emails. In

contrast to traditional documents, email text contains cross-referential dependencies

across message threads. This requires processing individual messages in the context

of the preceding dialogue. Additionally, email content exhibits high heterogeneity

in terms of formality, structure, grammatical rigor, and length, ranging from brief,

informal exchanges to comprehensive, formal business communications.

Despite the ubiquity of email communication in enterprise settings, surprisingly few

studies have addressed text mining for email data. The lack of research can be

attributed to the aforementioned privacy concerns and the resulting scarcity of pub-

licly available data. When specialized approaches emerged, they were often based on

heuristics. Laclav��k et al. (2011) demonstrated that pattern-based extraction paired

with company-speci�c gazetteers could achieve good performance. However, these

approaches require customization for each enterprise and thus do not generalize.

Moreover, a comprehensive benchmark for email text mining emerged only recently

with MAILEX (Srivastava et al., 2023), the �rst dataset designed for email event

extraction. MAILEX contains 1,500 email threads from the ENRON corpus, with

approximately 4,000 emails annotated with 8,000 event instances across 10 event

types and 76 argument roles. The dataset follows email speech act theory, de�ning

events through verb-noun pairs across three verb acts (Request, Deliver, Amend)

and three noun acts (Data, Meeting, Action). This creates event types such as

Request Meeting, Deliver Data, and Amend Action. The extraction task consists

of two subtasks: trigger extraction, which identi�es the minimal word spans that

signal an event, and argument extraction, which identi�es associated information,

such as meeting attendees, dates, locations, or action descriptions. The dataset's

evaluation revealed that even state-of-the-art models struggle with these challenges,

with the best-performing BERT-based sequence labeling model achieving only 0.523

F1 for trigger classi�cation and 0.368 F1 for argument classi�cation, highlighting a
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signi�cant gap between email and traditional text extraction tasks.

2.2.3. Arti�cial Intelligence in Maritime Chartering

The interest of researchers in applying AI to maritime shipping has been growing

rapidly over the past years (Xiao et al., 2024a; Munim et al., 2020; Filom et al.,

2022). Publications predominantly address sustainability challenges, re
ecting the

industry's signi�cant contribution to global greenhouse gas emissions (Durlik et al.,

2024). Overall, text-mining applications within shipping remain scarce. Notable

exceptions include Zhou et al. (2021) and Shin et al. (2018), who both employ

hierarchical unsupervised Latent Dirichlet Allocation (LDA) techniques to analyze

sustainability in shipping contexts, albeit with divergent objectives. While Zhou

et al. (2021) analyze container shipping companies' sustainability reports, Shin et al.

(2018) leverage LDA to conduct a bibliometric analysis of sustainability literature

in maritime shipping.

The study that most closely resembles the scope of this thesis was conducted by Pa-

pageorgiou et al. (2024), who developed an email classi�cation algorithm for ship-

broking emails at a Greek agency. The authors note that the global shipbroker

market, valued at $1.34 billion in 2021, relies heavily on e�cient information man-

agement, making automated email classi�cation systems essential for competitive

advantage. Their research presents a two-step classi�cation approach that �rst sep-

arates useful from non-useful emails and then sorts relevant emails into prede�ned

categories with a combination of Term Frequency-Inverse Document Frequency (TF-

IDF) vectorization and machine learning. Papageorgiou et al. (2024) highlight how

the unstructured and acronym-rich nature of shipping communications creates sig-

ni�cant challenges for automated classi�cation. To overcome these challenges, their

preprocessing pipeline incorporates dictionaries for maritime abbreviations and spe-

cialized tokenization rules. They also experimented with di�erent vectorization tech-

niques (Count Vectorizer, TF-IDF, and Word2Vec using both CBOW and Skip-gram

architectures (Mikolov et al., 2013)), �nding that TF-IDF consistently outperformed

alternatives for capturing the semantic importance of shipping terminology. Overall,

they achieved a classi�cation accuracy of 99.6%. Unfortunately, neither the dataset

nor the code was published.
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This chapter presents the collection of datasets used throughout this thesis, spanning

from synthetic email generations to maritime corpora. Table 3.1 provides a high-level

summary of all datasets and their primary application, before subsequent sections

explore each resource in more detail.

Dataset Source Primary Use

Email Datasets
Synthetic Email Chains Generated (this work) Training/evaluation of text mining

models

Enron Corpus Klimt and Yang (2004) Genuine baseline for comparison

Maritime Domain Datasets
Shipping Ports Kaggle (Naik, 2023) Port speci�cations for email gener-

ation and geocoding for freight rate
calculation

Global Cargo Ships Kaggle Ibrahim (2023) Vessel speci�cations for email
generation

Maritime News Articles Web scraping (4 sources) Domain knowledge for �netuning
text mining models

Wikipedia Maritime Web scraping Maritime text corpus for pretraining
and �netuning

IMO Vessel Codes GitHub repository Finetuning of text mining models

UN/LOCODE Ports Web scraping Finetuning of text mining models

General NLP Datasets
Names Dataset GitHub repository Identity for email generation

NLI for SimCSE Gao et al. (2021) Contrastive pretraining

PileNER Zhou et al. (2023) NER model training

Template-Generated Generated (this work) NER �netuning

OOD NER Benchmark Liu et al. (2021b) Zero-shot NER evaluation

MTEB Muennigho� et al. (2022) Embedding evaluation

Table 3.1.: Overview of datasets used in this thesis, organized by category with their
sources and primary applications.

The synthetic email chains serve as the primary evaluation target, while the maritime

domain datasets provide the specialized knowledge necessary for generating realistic

content and �netuning models. The general NLP datasets establish baselines and

enable comparative evaluation against well-known benchmarks.
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3.1. Email Chains

Email chains are the central component of this thesis, serving as both the primary

dataset for generation and the evaluation target for text mining models. In this

section, we detail the two corpora used: a synthetic dataset generated for this work

and the Enron Corpus, which acts as a genuine baseline for comparison.

3.1.1. Synthetic Generations

The primary data source of this thesis are synthetically generated emails. In total,

19,817 email chains were generated using four distinct prompting strategies: Attr-

Prompting (Yu et al., 2024), BARE (Zhu et al., 2025), few-shot prompting, and

zero-shot prompting. Table 3.2 presents an overview of all prompting methodolo-

gies and their generation counts. The production goal was 1,000 email chains for

attribute prompting and BARE methods, and 500 for few-shot and zero-shot ap-

proaches. Deviations from these targets re
ect instances where generation models

failed to produce the requested output format, resulting in invalid or incomplete

email chains that were excluded from the �nal dataset. Detailed methodological

procedures and generation parameters are discussed in Section 4. To illustrate the

structure and content of these synthetic chains, a representative example of a lique-

�ed natural gas (LNG) cargo negotiation is provided below.

Method Mistral Deepseek Claude GPT4 Gemini Row Total

AttrPrompting 989 998 994 1000 1000 4,981
BARE (Llama-3.2-3B) 978 994 991 998 988 4,949
BARE (Llama-3.1-8B) 980 1000 993 997 994 4,964
Few-Shot 494 498 500 499 485 2,476
Zero-Shot 469 498 500 499 481 2,447

Total per Model 3,910 3,988 3,978 3,993 3,948 19,817

Table 3.2.: Synthetic email chain generation counts by model and methodology.

Example Email Chain: LNG Cargo Negotiation
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Example Email Chain: LNG Cargo Negotiation

[2018-06-26 09:45]

From: will.turner@seawaybrokers.com

Subject: LNG Cargo - Jiangyin to Banjarmasin - MINERAL YANGFAN

Dear Je�rey,

I trust this email �nds you well. Following up on our earlier discussion, I'm pleased to

present the following cargo opportunity:

Vessel: MINERAL YANGFAN (206,392 DWT, LOA 300m)

Cargo: 1,819MT LNG

Load: Jiangyin

Discharge: Banjarmasin

Laycan: 15-20 July 2018

Freight Rate: USD 107.69 PMT DDP

Demurrage: USD 25,000 pdpr

Vessel's position is tight, and I recommend securing promptly if interested. Current market

volatility makes me somewhat uncertain about maintaining this rate for long.

Best regards,

Will Turner

[2018-06-26 11:23]

From: j.mason@paci�ccharter.com

Thank you for the o�er. We're interested but �nd the rate somewhat high given current

market conditions. We could o�er full payment in advance if you can revise the rate

to USD 98.50 PMT. This would eliminate any payment risk and provide immediate liquidity.

Please con�rm vessel's holds are clean and suitable for LNG cargo, along with latest survey

reports.

Best regards,

Je�rey Mason

[2018-06-26 14:17]

From: will.turner@seawaybrokers.com

Dear Je�rey,

Appreciate your prompt response and the prepayment o�er. After consulting with owners,

we can meet at USD 102.25 PMT with full advance payment, subject to stem con�rmation.

Vessel's holds are indeed clean, passed inspection last week, and fully LNG-ready. Will

forward detailed survey reports separately.

Please note bbb (subject stem/sub details). Kindly advise if acceptable so we can proceed

with the booking.

Best regards,

Will Turner
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3.1.2. Enron Corpus

Originally released during the legal investigation of the Enron Corporation, the En-

ron Corpus (Klimt and Yang, 2004) has become a well-known benchmark in natural

language processing (NLP) research. The corpus comprises over half a million email

messages from 158 Enron employees, providing a rich variety of topics, writing styles,

and recipient relationships. Researchers have utilized this dataset to explore author-

ship attribution (Fabien et al., 2020), thread summarization (Zhang et al., 2021),

entity resolution (Dakle and Moldovan, 2020), and other applications. Moreover,

the corpus is part of The Pile, an 800-gigabyte textual dataset used to pretrain

language models (Gao et al., 2020).

In the context of this thesis, the Enron Corpus serves as the baseline for the syn-

thetically generated emails, enabling meaningful comparisons between arti�cial and

authentic email interactions. Benchmarking against a large-scale, human-authored

email corpus enables the examination of how closely arti�cial emails resemble gen-

uine conversation patterns and capture real-world diversity characteristics.

Example Email from Enron Corpus: Energy Crisis Alert

From: "Leonard, Alice" < ALeonard@caiso.com>

Sent: 12/13/2000 12:50 PM

To: ISO Market Participants

Subject: Important CAISO Notice: Possible �rm load curtailments today
Be advised that there is a strong possibility that there will be 1000-3000MW of �rm

load curtailed this afternoon. In addition to ongoing issues related to gas prices, some

participants are now indicating that they cannot sell into the markets due to credit concerns.

We are taking a number of actions to remedy the supply shortage, including work with

State and Federal government representatives.

3.2. Datasets for Email Generation

To enhance the realism of the synthetically generated email chains, several external

datasets were incorporated into the generation process. These resources contributed

domain-speci�c language, realistic entity names, and plausible numerical values that

one would expect to �nd in authentic maritime shipping negotiations.
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3.2.1. Port Information

Port data was sourced from theShipping Ports Around The Worlddataset on Kag-

gle (Naik, 2023), which contains over 450 major ports worldwide. These port lo-

cations were then geocoded to establish geographical coordinates, allowing for the

calculation of shipping distances between the origin and destination ports. These

distances, in turn, served as input parameters for a destination-based freight rate

sampling algorithm, which generated plausible pricing structures for the synthetic

email chains. During AttrPrompting, port names were provided as attributes for

generating emails.

Port: Amsterdam

Country: Netherlands

UN Code: NLAMS

Vessels in Port: 767

Vessel Movement: Departures (24h): 179 | Arrivals (24h): 228

Type: Port

Location: North Sea (local), UK Coast & Atlantic (global)

Also known as: NLAMS

3.2.2. Vessel Information

The Global Cargo Ships Dataset(Ibrahim, 2023) provides detailed vessel speci�ca-

tions, such as ship names, dimensions, and cargo-carrying capacities (quanti�ed by

deadweight tonnage). In the AttrPrompting framework, vessel speci�cations, in-

cluding ship names, types, and capacity metrics, were utilized to generate emails

containing technically accurate vessel details.

Ship Name: MSC Loreto

Ship Type: Container Ship

Built Year: 2023

Gross Tonnage (gt): 236184

Deadweight (dwt): 240000

Length: 399

Width: 60
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3.2.3. Names Dataset

To simulate genuine sender and recipient identities, theName Dataset(Remy, 2021)

was used. Speci�cally, the 250 most common male and female �rst names, as well

as the 400 most frequent surnames in the United States, were extracted from the

dataset. During data generation, random pairings of these �rst names and last names

were sampled to create realistic and diverse participant identities in the synthetic

emails. For attribute prompting, these name combinations were provided as sender

and recipient attributes, enabling the generation of over 100,000 unique identity

pairings.

3.2.4. Maritime Chartering Datasets

To provide domain knowledge to the text mining models, textual data covering

maritime chartering had to be collected from various sources. Unlike many estab-

lished domains in NLP, there is no publicly available corpus for maritime chartering

communications. This absence necessitated the creation of a custom corpus by ag-

gregating data from multiple sources.

3.2.5. News Articles

Firstly, news articles were collected through daily scraping from March 7, 2025,

to June 20, 2025, from four prominent maritime chartering news outlets. This

process yielded over 5,000 distinct news articles as detailed in Table 3.2.5 and visually

depicted as a word cloud in Figure 3.1.

News Source URL Articles

gCaptain https://gcaptain.com 1,640
MarineTra�c https://www.marinetra�c.com 491
Maritime Executive https://maritime-executive.com 1,252
Splash247 https://splash247.com 1,993

Total 5,376

Table 3.3.: Maritime news sources and article counts collected through daily web
scraping.
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Figure 3.1.: Word Cloud of Collected News Articles

3.2.6. Wikipedia Data Collection

To build a text corpus for maritime chartering articles, we applied a snowball search

strategy on the Wikipedia knowledge graph. Starting from manually selected seed

articles, the system recursively discovered linked articles, thereby applying �ltering

mechanisms to prevent topic drift, such as distinguishing maritime vessels from

medical blood vessels.

The collected articles then underwent a multi-stage preprocessing pipeline:

ˆ Text Cleaning

Removed coordinates, IPA pronunciation patterns, citations, and Wikipedia-

speci�c formatting artifacts

ˆ Standardization

Normalized whitespace, quotes, and character encoding

ˆ Length Filtering

Retained texts between 10 and 1,200 words; larger texts were chunked

ˆ Maritime Relevance Assessment

Applied keyword-based scoring using a manually curated lexicon of maritime

terms (vessel types, shipping terminology, trade expressions) to ensure domain-

relatedness

Overall, this approach yielded a corpus of over 12,000 articles spanning ports, vessels,

and chartering clauses, as visualized in Figure 3.2.
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